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Abstract 

With the increase in technology tools, access to data has become easier and internet usage has 

increased significantly.  This huge increase in internet usage has resulted in the generation of 

large log files that are very difficult to manage and analyze. Network monitoring tools such as 

GrayLog, Nagios, Elastic Stack make it easier to extract critical data by narrowing the scope of 

log data. We have preferred the Elastic Stack platform because of the huge data performance of 

the Elasticsearch component and the rich visuals of the Kibana interface. The data we use in our 

study is an intrusion detection system data that contains approximately 25 million logs, which 

enables the application layer level analysis, DNS, FTP, HTTP, SSL, SSH logs. Firstly, we have 

transferred log data to Elasticsearch environment with logstash parsing methods to create an 

index for each log file. Afterwards, we have visualized the queries that make grouping and 

filtering according to the fields in the log files, creating statistics, providing time-based tracking 

with pie bar, metric, table and timeline graphs and produced dashboards that can be monitored 

simultaneously. In the second stage of the study, we have aimed to compare performance with 

Elasticsearch by generating the same queries in MongoDB and SQLite database. In the analysis 

of log files of different sizes, we found that the higher the data size, the faster the reading speed 

of Elasticsearch compared to MongoDB. When we consider all queries, Elasticsearch generated a 

delay of less than 100 ms for all queries. We have observed that MongoDB performs better in 

writing data, but produces results similar to traditional SQL database queries in filtering and 

grouping data. 
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Introduction 

 

Network log analysis is like searching for needles in a haystack. Elastic Stack is a powerful log 

tracking platform with Elasticsearch for data query and Kibana component for visualization. We 

have aimed to narrow the scope of data for log analysis by using Elasticsearch queries and 

Kibana visuals. Our aim is to create queries for simplifying network monitoring according to the 

fields that we thought would be anomaly indicator in log files. In order to verify this information, 

we have decided to determine the extent to which Elasticsearch's performance is  successful in 

our queries for log analysis. While performing this analysis, we have determined the latency 

times of various queries for log files of different sizes and observed the correlation between data 

increase and latency time separately with Elasticsearch, MongoDB and SQLite. In addition to 

data increase correlation, we have observed which database is successful in which query 

operations.  

 

Material and Method 

 

Elastic Stack 

 

Elastic Stack is a group of open-source products which are Elasticsearch, Logstash, Kibana, and 

Beat (Elasticsearch B.V., n.d.). Elastic Stack makes users to be able to take data from any type of 

source in any format and makes it possible to search, analyze, and visualize that data in real-time. 

Elasticsearch is the main component of the Elastic Stack. It is a distributed platform that stores 

data in a centralized manner. It can perform many types of searches such as structured, 

unstructured, geo, metric and combine them. It provides great performance since it is designed 

not to be a database but a JSON document store built upon the Apache Lucene search engine. 

Kibana provides several visualization types for indexed Elasticsearch data. These types are 

histograms, line graphs, pie charts, data tables, metrics, and more. Logstash is an open-source 

server-side data processing pipeline. It centralizes, transforms and stashes the data. After data is 

sent from source to store, Logstash parses each event, identify named fields and transforms them 

for an easier format. Beats, another component of Elastic Stack, is the platform for single-purpose 

data shippers. They are setup as lightweight agents and they are responsible for sending data from 

hundreds or thousands of machines to Logstash or Elasticsearch. Beats efficiently collect 

incoming data and centralize it in Elasticsearch. Beats can also ship to Logstash for 

transformation and parsing. 

 

Bro IDS 

We have used to produce with Bro IDS dataset shared by secrepo.com in this study (Secrepo, 

n.d.). Bro is an open-source, UNIX-based network analysis tool that is distributed with Berkeley 

Software Distribution (Zeek, 2019). Traffic analysis not only records all the traffic in network, 

but also provides an analysis of the protocols in the application layer. Bro provides support for 

the many of application protocols including DNS, FTP, HTTP, IRC, SMTP, SSH, SSL 

independent of port. It uses libpcap library for capturing network package. 
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Bro has two major components which are event-engine and script-interpreter (Zeek, 2019). 

Event-engine transforms the packet streams on the network flow into higher-level events. Bro is a 

powerful network analysis framework that has distinctive advantages in comparison with typical 

IDS (Bricata, n.d.). Bro provides a comprehensive platform for more general network traffic 

analysis while focusing on network security monitoring. Its most widespread use is to detect 

anomalies on a network in terms of cybersecurity concerns. Bro name change was announced to 

the open source community attending its annual conference, Bro Con 2018, that wrapped up in 

mid-October. Zeek provides capabilities that are similar to network intrusion detection systems 

(IDS), however, thinking about Zeek exclusively as an IDS doesn’t effectively describe the 

breadth of its capabilities. 

 

Elasticsearch and MongoDB 

Elasticsearch is a distributed document store that stores all objects as JSON documents (Gupta & 

Rani, n.d.).  All documents are indexed by default and stored independently of the schema. 

Therefore, it is not necessary to define a data type before data is added. The term indice in 

Elasticsearch refers to the database in relational databases. In relational databases, tables merge to 

form the database, and in Elasticsearch, JSON documents come together to form indices. The row 

in relational databases is expressed as a document in Elasticsearch. Elasticsearch manages fault 

tolerance by over-handling data and ensuring high data availability. It also provides multiple 

leasing capabilities to query multiple indexes independently. Elasticsearch provides REST API 

for data manipulate and read operations. Node is an instance running on Elasticsearch. When a 

node starts, it looks for a cluster to join. The cluster consists of a group of nodes. Each cluster is 

connected to a single automatically selected master node. When a document is indexed, a master 

node handles the primary shard, where it was originally stored. Replica shard is only one copy of 

the primary shard. Therefore, it provides a back-up plan if the primary shard is down. At the 

same time, replica shards are capable of executing Elasticsearch's performance (Gupta & Rani, 

n.d.). 
MongoDB is an open-source database developed with C++ (Murugesan & Ray, 2014). It has a 

daemon process called as mongod handling requests, managing data formats and performing 

management operations. MongoDB provides document-oriented database supporing flexible 

schemas. It does not need to define a schema before data is inserted. The documents are stored in 

Binary JSON (BSON) format. A JSON document can retrieve all data stored in a row of 20 tables 

in a relational database and aggregate them into a single document. Combining this information 

can cause duplication, but duplication can be ignored because storage does not create a problem. 

Storage cost is offset by flexibility in the model as it enables efficient distribution of documents. 

MongoDB creates indexes at the collection level and supports indexes in any area or subdomain 

of rows within a collection . MongoDB provides auto-sharding which provides horizontal scaling 

by  storing data on multiple machines. MongoDB uses CRUD (create, read, delete, update) 

operations for manipulating the data. Also, it provides rich semantic queries for reading data. 

MongoDB ensures replication and high availability. A replica set in MongoDB is a set of 

mongod processes that protect the same data. Replica sets ensure redundancy and high 

availability. Backing up multiple copies of data on different database servers provides protection 

against hardware failure, service outages. It also simplifies recovery, reporting and backup 

operations. The number of members required to create a MongoDB Replica Set must be an odd 

number (MongoDB, n.d.). The primary node receives all write operations and also writes it to its 

own log system, oplog, to write to the secondary members. If the primary is unavailable, an 

https://docs.mongodb.com/manual/core/replica-set-primary/
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appropriate secondary will make a selection that will select itself as the new primary. One of the 

secondary members called as arbiter does not maintain the data set. The purpose of a member is 

to provide a copy set up in a copy by responding to heartbeat and selection requests by other copy 

group members. 

 

Performance Analysis of Elasticsearch  

 

We have created dashboards containing queries for log files on the Kibana interface by querying. 

Afterwards, we have produced the same queries with MongoDB, which is a document-oriented 

database, and SQLite, the traditional SQL database, in order to see the performance of 

Elasticsearch in searching and grouping operations. In order to make performance comparisons, 

we made development with Python language on Jupyter Notebook. Firstly, we have calculated 

the time from read csv files and write to the MongoDB. We have used the pymongo api for 

MongoDB database operations (PyMongo, 2019) . In the third section, we have performed 

logstash filters for data transfer to elasticsearch. In order to measure data read and write times, we 

re-indexed log data with python elasticsearch client (Honza Král, n.d.) . After comparing data 

read and write performance between Elasticsearch and MongoDB, we aimed to compare query 

times for each of the Elasticsearch, MongoDB and SQLite platforms for data query operations. 

We installed sqlite3, the python api of the SQLite database that we use to make SQL queries 

(Foundation, n.d.) . At this stage, we have created time tables for log files of different sizes, 

searching by indexed column, grouping data, counting, and adding condition. We executed the 

queries 100 times in the same runtime and reflected to the tables by taking the average values. 

 

Comparison of the Read and Write Performances of Elasticsearch and MongoDB  

 

The Table 1 shows the time to read from csv files and write to MongoDB and Elasticsearch. 

MongoDB reads DNS file containing 1502 lines in 0.05 sec, while Elasticsearch reads in less 

than 1 ms.  As the number of data increased, the read speed of MongoDB increased in direct 

proportion. Elasticsearch reads SSL file containing 7143 lines and Files containing 839716 

records in 0.049 sec. When the data in the HTTP file exceeds 2 million, the latency time has 

increased slightly to 0.0579. When we compare the writing process, it is observed that MongoDB 

produces a much shorter latency than Elasticsearch. MongoDB completed the writing process in 

10 minutes for a data of approximately 2 million, while in Elasticsearch this time increased to 

approximately 50 minutes. In DNS and SSL log files with fewer data sizes, MongoDB generated 

about 20 times less latency than Elasticsearch. The graph showing Elasticsearch and MongoDB's 

writing time together is Figure 1. 

 

Comparison of the Query Performances of Elasticsearch, MongoDB and SQLite 

 

For the Elasticsearch, MongoDB and SQL databases, query times by indexed column are shown 

in the Table 3 Elasticsearch, MongoDB, SQL Query Time For Count Operation 
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Log 

file 

Log 

count 

Elasticsearc

h Query Time 

(sec) 

MongoDB  

Query Time 

(sec) 

SQL  

Query Time 

(sec) 

HT

TP 

2048

442 0.00746 0.00095 0.13568 

File

s 

8397

16 0.00487 0.0009 0.35399 

DN

S 

4279

35 0.00421 0.00104 0.11652 

SSL 5621

4 0.00368 0.00098 0.04307 

SS

H 

7143 

0.00323 0.00093 0.00163 

 

Accordingly, Elasticsearch produced a latency of approximately 0.003 sec, regardless of the data 

size. When we look at MongoDB, we can see that there is not a proportional increase in file size 

and it produces a latency of approximately 1 ms. In the SQL database, the latency time for the 

column we created unique index showed much less latency than both platforms and produced 

values between 0.2 ms and 0.6 ms. Figure 2 shows the latency time graph generated in 

Elasticsearch, MongoDB and SQL for log files according to the indexed column. 

The query times of Elasticsearch, MongoDB and SQL databases for the number of rows in the 

table are shown in the  Table 3. When the table is examined, it is seen that MongoDB produces a 

delay of approximately 1 ms. For Elasticsearch, it has been observed that as the data size 

increases in the count process, the delay time increases slightly, but still produces less than 10 

ms. In SQL, the count process increased proportionally with the data size, producing a delay of 

approximately 0.14 sec for 2 million data. The db.collection.count() operation in MongoDB has 

been performing very well, showing the lowest latency.  

Figure 3 shows the latency time graph generated in Elasticsearch, MongoDB and SQL for log 

files log according to count operation. 

Table 1 Elasticsearch-MongoDB Read-Write Time 

Log 

File 

Log 

Count 

Mong

oDB Read 

Time (sec) 

Mong

oDB Write 

Time (sec) 

Elasticse

arch Read 

Time (sec) 

Elasticse

arch Write 

Time (sec) 

HT

TP 

20484

42 

52.05

1 

633.7

40 0.0579 2997.928 

Files 83971

6 

14.12

6 

92.05

1 0.049 823.525 

DNS 42793

5 2.098 

24.34

8 0.049 438.159 

SSL 56214 0.420 3.0 0.049 60.836 

SSH 7143 0.252 0.661 0.0439 10.289 

DH

CP 

1502 0.054

9 0.284 0.0009 3.581 
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Table 2 Elasticsearch, MongoDB, SQL Query Time by Indexed Column 

Log 

file 

Log 

count 

Elasticsearc

h Query Time 

(sec) 

MongoDB  

Query Time 

(sec) 

SQL  

Query Time 

(sec) 

HT

TP 

2048

442 0.00306 0.00115 0.00028 

File

s 

8397

16 0.00326 0.00118 0.00026 

DN

S 

4279

35 0.00368 0.0013 0.00036 

SSL 5621

4 0.00318 0.00148 0.00064 

SS

H 

7143 

0.00337 0.00169 0.00045 

 
Figure 1 Elasticsearch-MongoDB Write Time 
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Figure 2 Elasticsearch-MongoDB-SQL Query Time by Indexed Column 

In Table 4, the query results generated by adding condition for log files are shown. According to 

the table, when querying according to status_code column in HTTP log file, Elasticsearch 

showed high performance with a delay of 0.02 sec. As a result of queries made according to 

mime_type column in Files file, query_type column in DNS file, status column in SSL column, 

latency times increase as data grows on all three platforms. The delay times of MongoDB and 

SQL queries are seen as approximate values.Figure 4 shows the latency time graph generated in 

Elasticsearch, MongoDB and SQL for log files according to the condition or filter operation.

 
Figure 3 Elasticsearch-MongoDB-SQL Query Time for Count Operation 
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Table 4 Elasticsearch, MongoDB, SQL Query Time by Condition 

Log 

file 

Log 

count 

Elasticsear

ch Query Time 

(sec) 

MongoDB 

Query Time 

(sec) 

SQL Query 

Time (sec) 

HT

TP 

2048

442 0.02312 1.58923 1.57194 

File

s 

8397

16 0.01836 0.7299 0.46302 

DN

S 

4279

35 0.01336 0.36021 0.18937 

SSL 5621

4 0.00496 0.05141 0.04908 

 
In order to group data in logging systems, frequently used aggregation query times are 

given in Table 5. When the query times are examined, the maximum delay that Elasticsearch 

shows is approximately 10 ms. Elasticsearch latency times did not show a change in proportion to 

the data size. The larger HTTP file produces a delay of 3 ms, while the smaller Files file has a 

delay of about 10 ms. The delay times of MongoDB and SQL queries are seen as approximate 

results to each other and increase in proportion to the data size. Figure 5 shows the latency time 

graph generated in Elasticsearch, MongoDB and SQL for log files according to aggregation 

operation. 

 

 
Figure 4 Elasticsearch-MongoDB-SQL Query Time by Condition 
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Table 5 Elasticsearch, MongoDB, SQL Query Time for Aggregation Operation 
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Query Time 
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D
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S

SL 
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4 0.00627 0.09038 0.07495 

S

SH 

7143 

0.00816 0.01925 0.01421 

 

 
 

Figure 5 Elasticsearch, MongoDB, SQL Query Time for Aggregation Operation 

 

Results and Discussion 

 

We have aimed to monitor a large scale network data by using Elastic Stack in our study and 

indexed about 25 million log data with Elasticsearch. As network data increase, analysis, 
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lot of visualizations for log files help to monitoring network. We have focused on anomaly 

indicators on each file for monitoring network with the aim of narrow scope of logs for log 

analysis. After creating dashboards containing queries for log files, we have purposed to compare 

performance with Elasticsearch by generating the same queries in MongoDB and SQLite 
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5 times less latency than Elasticsearch for about 2 million data. For counting, filtering, and 

grouping data, we repeated the queries we made on log files of different sizes 100 times and 

transferred the average values to the tables. The query that retrieved data from the indexed 

column in the traditional SQL database has provided higher performance than Elasticsearch and 

MongoDB. Considering all query results, Elasticsearch has generated a latency of less than 100 

ms for all queries. MongoDB has showed lower latency in data counting time than Elasticsearch, 

while SQL produced the highest latency in data counting. When we look at queries in terms of 

filtering, that is, adding condition, Elasticsearch produces fast results by far compared to 

MongoDB and SQL. Elasticsearch has produced a latency of 0.02 seconds when adding a filter to 

2 million data, while MongoDB has showed a delay of 1.58 and SQL delayed 1.57 seconds. 

MongoDB and SQL show close latency in filtering queries. Finally, in the queries we created for 

grouping data frequently used in log systems, while Elasticsearch has grouped the data in less 

than 1 ms, the same query in MongoDB and SQL have produced a delay of about 3 seconds.  

As a result of this study, we have observed Elasticsearch's query success in network log analysis. 

We concluded that MongoDB performs better in writing data, but it produces results similar to 

traditional SQL database queries in filtering and grouping data.  We have studied with single 

node on Elasticsearch and MongoDB. A distributed platform can be created that reads data from 

different log systems in real time with low latency data by writing with MongoDB, and reads 

with Elasticsearch to create high query speed. 

 

Conflict of Interest: The authors declare that they have no conflict of interest. 

Note: This paper  is presented in the International Conference on Artificial Intelligence towards 

Industry 4.0 held on November 14 - 16, 2019 at Iskenderun Technical University, Iskenderun, 

Turkey. 

 

References 

Bricata. (n.d.). Bricata. Retrieved May 1, 2019, from https://bricata.com/blog/what-is-bro-ids/ 

Elasticsearch B.V. (n.d.). Elastic Stack. Retrieved March 17, 2019, from https://www.elastic.co/ 

Foundation, P. S. (n.d.). Python sqlite3. Retrieved November 3, 2019, from 

https://docs.python.org/2/library/sqlite3.html 

Gupta, S., & Rani, R. (n.d.). A Comparative Study of Elasticsearch and CouchDB Document 

Oriented Databases. 

Honza Král. (n.d.). Python Elasticsearch Client. Retrieved November 2, 2019, from 

https://elasticsearch-py.readthedocs.io/en/master/ 

MongoDB. (n.d.). MongoDB Replication. 

Murugesan, P., & Ray, I. (2014). Audit Log Management in MongoDB (pp. 53–57). Institute of 

Electrical and Electronics Engineers (IEEE). https://doi.org/10.1109/services.2014.19 

PyMongo. (2019). PyMongo. Retrieved November 1, 2019, from 

https://pypi.org/project/pymongo/ 

Secrepo. (n.d.). Secrepo. 

Zeek. (2019). Zeek. Retrieved July 1, 2019, from https://docs.zeek.org/en/stable/intro/ 

 

 

 


